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This document aims to provide an update on the progress of the ongoing modeling workflow 
project being conducted at NCAR by Ufuk Turuncoglu in partnership with the Istanbul 
Technical University and Informatics Institute (ITU), the Earth System Modeling Framework 
(ESMF), Oak Ridge National Laboratory (ORNL), North Carolina State University (NCSU), 
and the Community Climate System Model (CCSM). This workflow will eventually run 
CCSM on the TeraGrid, gather CCSM’s provenance information, and export CCSM’s 
scientific metadata for visualization in the Earth System Grid’s (ESG) scientific gateway.  

The motivation for this work is driven by the complexities of running a large modeling 
system on a high performance network and the need to reduce those complexities, particularly 
for the average user. A modeling workflow can take the numerous, repetitious steps involved 
in running a model and hide them from the user. This enables the user to focus on the science 
of his or her experiment and not on the queuing software variant, for instance, needed for a 
particular machine. The collection of provenance information has the added benefit of 
documenting a run in far greater detail than before. This facilitates exploration of runs and 
reproducibility.   

Kepler [1] was chosen as the workflow environment for this effort because it is open source 
and its supports many modes of execution and programming models. 

Code developed for the CCSM workflow is available on the SourceForge open source 
development environment at: 

http://esmfcontrib.cvs.sourceforge.net/viewvc/esmfcontrib/workflow/ 

Details of how to download and run the workflow are given in the body of this document and 
in README files in the SourceForge directory. 

The content of this report is divided into five sections.  Section 1 contains a summary of the 
efforts to create and run the modeling workflow. Section 2 lists the newly created tasks in the 
Kepler workflow, called actors, in a reference table.  Section 3 discusses the results to date, 
while Section 4 discusses work yet to be done. Finally, Section 5 summarizes the additional 
third-party software needed to run the workflow. 

Section 1: Status Report 

Each of the following sections details particular challenges and what was done to overcome 
those challenges at the technical level.   

1.1 Determining the locations of third-party applications on remote computing 
resources 

There are several challenges associated with using Kepler to run CCSM on a remote 
computing resource such as TeraGrid.  After authentication on the specific resource, it is 
necessary to create a suitable environment. Each job is unique and may require third-party 
applications to run (e.g. a complier, a netCDF library, or a developer tool kit). Normally, 
these applications must be defined in the user’s environment on the remote resource, which 
means the user must know the location of the needed application or at a minimum its name. It 
is this process that must be automated in order to create a standardized environment for the 



workflow. To deal with this issue, a wrapper Perl script (tg-wrapper.pl) was created to define 
the necessary application environment variables (e.g. PATH) before the job executes. 

This wrapper script supports both SoftEnv1 and Modules2 to define the environment variables. 
The operating logic of this script is simple.  In the beginning, the script tries to find the 
location of the SoftEnv or Modules application on the remote resource and then loads this 
location into the user’s environment. Next, it searches for the needed applications using 
defined keywords already predefined in the SoftEnv or Modules database. If it finds the 
application, it loads the location into user’s environment.  The output of the script is an array 
of commands that is added to the beginning of the command line arguments that will be used 
to execute the model run.  

1.2 Collecting System Provenance Information 

Another objective in this project is to develop a means of gathering system provenance 
information. Provenance information exists on different levels within a modeling system, 
which makes it a challenge to collect.  This is particularly true for CCSM, which has 
provenance information at numerous locations at the system level and is also divided into 
individual component pieces.  Provenance information is useful to the user who desires to 
debug, reproduce, and compare results.   

To deal with these issues, a hierarchical method of provenance metadata collection was 
created. The general structure of this approach is summarized in Figure 1. 

 
Figure 1 General structure of provenance collection in CCSM 

Solutions for the three different layers within the system were created.  These layers and their 
individualized solutions include:  

• A Workflow Layer:  The Kepler Provenance Recorder [2] is used to collect 
information about the workflow itself. Kepler does not come with a functioning XML 
output option, so one was created (XMLRecordingV2.java).  Plans also exist to create 
a MergeSysProv actor, which will be responsible for merging the various provenance 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
" !http://www.mcs.anl.gov/hs/software/systems/msys/ 

#!http://modules.sourceforge.net/!



data streams from each CCSM sub-component.  This layer corresponds to the upper 
most portion of Figure 1.  

• System Level: As described in Section 1.1, a Perl wrapper script was created to 
automatically establish the necessary environment for required third-party 
applications.  This script also collects this information and exports it as an XML file.  
Figure 2 contains an example output from this script.  

 
Figure 2 Example system provenance for NCARÕs Frost (IBM Bluegene/L) 
collected by the Perl wrapper script 

• Application Level:  ORNL and NCSU provided the project with a series of Python 
scripts [3, 4, 5] that had been used locally to collect system provenance information. 
These scripts are application dependent, so they were modified to work with CCSM.  
A detailed summary of the modifications necessary to get this system working 
follows: 

o An XML write option was also added to these scripts.  The modified versions 
are available on SourceForge (workflow/provenance directory).  The XML 
output script collects information about the computing environment and 
compilers on the remote resource used to compile the application. For CCSM 
related components, the script checks the Macro definition files to record the 
compiler commands and flags used in the build process. The make database 
is used to get the same information for the external applications such as the 
Model Coupling Toolkit (MCT) and Parallel IO (PIO). Once the compiler 
commands are found, the script is run with a specific flag to retrieve and 
record the compiler version and description. This information is then 
concatenated into the overall system provenance XML file. Figure 3 contains 
an example provenance XML file generated for the CCSM atmospheric 
component.  

o The Python scripts were also modified to handle applications that have nested 
source directories such as MCT. The collection of source file information 
from the make database can be time consuming.  This adds extra overhead to 
the build when a user tries to compile an application with many source files. 
To avoid this problem, the workflow uses CCSM’s build mechanism to 
collect source file information without examining the make database. 

o To use the Python scripts to gather system provenance information, CCSM’s 
build system needed to be modified to use Python’s version of make. 
Additionally, since CCSM is a multiple component system and each 
component has its own build script, each component required modification.  
CCSM patches are available on SourceForge (workflow/patch).  At present, 
each component outputs its own system provenance XML file. Plans exist to 



merge these files together using the MergeSysProv Kepler actor mentioned 
earlier in this section.   

 

 
Figure 3 Python generated XML file containing system provenance information for 
CCSMÕs atmospheric component 

1.3 Modification of CCSM to use ESMF Attributes.  

CCSM itself has been modified to include ESMF Attributes [6]. These attributes set, retain, 
and export component field metadata including the state of the field, its long name, CF 
standard name, and units.  There are ESMF Attribute methods to write out metadata in XML 
format.   

When the project started, only a few standard names were defined for CCSM.  After 
researching the topic, each CCSM component liaison was provided with a list of proposed 
names. These were then implemented within CCSM’s driver. An example of this field-level 
provenance information is provided by Figure 4.  This example was created before ESMF 
components were introduced into the CCSM driver, so the component metadata shows up as 
N/A. 

 



 

 

 
Figure 4 Sample XML field output from CCSM containing ESMF Attributes  

1.4 Modification of Existing Kepler Actors 

Several existing Kepler actors have been modified for this work. The first is the Provenance 
Recorder (PR) actor, which was modified to output XML. 

The second was the Loader Actor, which was modified to trigger follow-on workflows 
automatically when a long simulation finishes. Today, most of the batch submission 
applications support sending mail when a submitted job stops or finishes. This feature can be 



leveraged by Kepler. This prototype implementation of the workflow creates a new thread 
when Kepler is started and during the load process it creates a listener (or daemon) to check a 
predefined mail account. The daemon looks for a special email that contains either a job 
description XML file or a standard workflow definition (MoML, [7]) file. When found, the 
daemon automatically passes this information to the workflow application and uses it to 
initiate follow-on workflows. This feature only required the addition of a simple Linux mail 
command to attach the required XML file.  The modified Kepler actors are available on 
SourceForge. 

2.0 Technical Reference 

This section describes the new actors created for this project. Table 1 summarizes the new 
actors and provides a short description of each.  

Table 1 Details of the new Kepler actors 

 Actor  Name Description 

 

MyProxyLogon 

Gets proxy information from the myproxy 
server and sends it through its output port as a 
byte type array. The older proxy actors can be 
modified to send proxy information as a byte 
array for use with newly designed grid actors. 
It is based on NCSI’s MyProxy-Logon 
application [8]. 

 

GridFTP2g 

A new version of a GridFTP actor. It is 
designed to work with the MyProxyLogon 
actor. It also supports parallel file transfer, 
passive mode and parameters related to 
performance of file transfer such as buffer size 
etc. 

 

RSLGenerator 

Creates the RSL XML job submission script 
automatically based on its parameters’ values. 
It supports file transfer, the cleaning of output 
files, project definitions etc. It also supports 
the conversion between older (v1) and newer 
(v2) versions of the job submission scripts. 
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GlobusJob2g 

Submits a WS-GRAM job onto a remote 
GRAM server. It supports both interactive 
(Fork) and batch jobs. It also supports monitor, 
kill, or release commands when an input port 
receives a job stage description. If the 
submitted job is a batch job, it sends job stage 
information from its output port. 
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CCSMConfig 

Generates the commands to create a new 
CCSM case. When the dir port connects to the 
CCSMEnvModify actor, the local copy of the 
case is created that is used by the modification 
actor. The output commands can be passed to 
the RSLGenerator actor to create the job 
submission script. 



 

CCSMEnvModi
fy 

Generates the list of commands to modify the 
created CCSM case. The current version uses 
the CCSM configuration XML files. It uses the 
local CCSM case copy to generate the 
commands. 

 

 

CCSMBuild 

Generates the command to build the created 
(CCSMConfig) and the modified 
(CCSMEnvModify) CCSM case. It also 
supports other configure options such as clean, 
cleanall etc. 
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NCLGenerator 

Generates the NCL (NCAR Command 
Language) script based on its parameters. It 
reads the template version of script and 
modifies it. It also uses the NetCDF Java API 
to collect information about the input dataset 
when such a file exists. It is not fully active 
now. It is still in its development phase and 
only supports xy plots. 

 

3.0 Preliminary Results 

3.1 Using Kepler to run CCSM  

The workflow was used to run CCSM (version CCSM_4_0_beta16, which requires access to 
the CCSM development repository) on NCAR’s Frost (IBM BlueGene) for five simulation 
days on 96 processors. 

In this run, the fully active CCSM model was used (comp set BTR1). The atmospheric and 
ocean models were run at a resolution of 2.5° and the ocean and ice models were run at a 
resolution of 1.9° (resolution parameter is 1.9x2.5_gx1v6). 

The provenance workflow was also run on Frost and generated the expected XML files.  The 
model and provenance workflows have yet to be merged into a single system. 

Overall, the workflow is responsible for copying the required files into the remote system, for 
creating the local case directory for CCSM, for generating the CCSM configure, build and run 
commands, and for submitting the Globus jobs to the remote machine. It also contains the 
steps for gathering the collected system provenance files on local machine. This is briefly 
described in Figures 5 and 6.  

Figure 5 shows the top-level workflow used to run CCSM. It contains a MyProxy server 
related actor, a composite actor, and several workflow-wide parameters that can be set by the 
user.  These parameters are displayed as text next to the red dots. The parameters include 
settings for the Globus GRAM and GridFTP servers, the location of the local CCSM 
directory, the version of CCSM to run etc. 

The composite actor is standard within Kepler and includes the detailed workflow shown in 
Figure 6. The composite actor is a container for deeper workflows. There are many composite 
actors within the workflow.  They can be visually expanded to examine the tasks in greater 
detail.   

 



 
Figure 5 Prototype version of CCSM workflow 

 
Figure 6 Composite actor content that is shown in Figure 5 

3.1.1 Version of CCSM 

The version of CCSM used in this demonstration is CCSM4_0_beta16.  Several additional 
modifications were done to this beta version of CCSM. The CCSM time manager was 
upgraded to work with ESMF 4.0.0r beta snapshot 02 and ESMF Attributes have been added 
per Section 1.3. These modifications were achieved via an external patch. The details of this 
patch are contained in a README file located at: 

http://esmfcontrib.cvs.sourceforge.net/viewvc/esmfcontrib/workflow/patch/ccsm4_0_beta16/ 

The README describes the patch and how to apply it to CCSM’s base beta16 tag.  

3.1.2 Version of the Workflow 

The version of the workflow used in this test is tagged as workflow1_0.  The source code and 
documentation for this tag can be downloaded at:  

http://esmfcontrib.cvs.sourceforge.net/viewvc/esmfcontrib/workflow/ 



There are three subdirectories at this location: earth, patch, and provenance.  Each has a 
README file that describes the contents of the directory.  The earth directory contains the 
Kepler earth suite.  The patch directory contains the CCSM patches. There are two CCSM 
subdirectories within the patch directory. One is ccsm4_0_alpha38 and the other is 
ccsm4_0_beta16. The CCSM4_0_alpha38 tag was used in the early development of the 
workflow. Users should not use this directory or this version of CCSM with the workflow. 
Finally, the provenance directory contains the code necessary to run the provenance scripts.   

3.1.3 Version of ESMF Used 

The snapshot of ESMF used (ESMF_4_0_0r_beta_snapshot_02) can be downloaded 
from SourceForge as follows: 

cvs -d:pserver:anonymous@esmf.cvs.sourceforge.net:/cvsroot/esmf login 

 when prompted for a password, just hit return 

 cvs -z3 -d:pserver:anonymous@esmf.cvs.sourceforge.net:/cvsroot/esmf 
co -P -rESMF_4_0_0r_beta_snapshot_02 esmf 

For any problems downloading ESMF, write esmf_support@ucar.edu. 

4.0 Future Work 

It is the goal of this demonstration to use the workflow to run CCSM at two different 
resolutions on two different machines simultaneously, driven by one command.  The “results” 
will then be compared using post-processing actors.  Frost is one of these machines.  The 
other machine is NICS’s (National Institute for Computational Sciences) Kraken, a Cray 
XT5. At present Kraken does not yet have GRAM submission server.  A request has been put 
in to install it.  When this server is installed, work on Kraken can begin.  

5.0 System Requirements 

To run the workflow requires the addition of other software.  There is a README file 
located in http://esmfcontrib.cvs.sourceforge.net/viewvc/esmfcontrib/workflow that describes 
these packages and where to find them.  The software includes: 

• Java SDK 1.6.x 

• Apache Ant 1.7.x 

• Workflow suite 1_0 (automatically install the dependent modules) 

• Globus version 4.0.8 (Workflow uses only some configuration files in the etc 
directory) 

• ESMF_4_0_0r_beta_snapshot_02 

• CCSM4_0_beta16 
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